Endogenous Soiling Rate Determination and Detection of Cleaning Events in Utility-Scale PV Plants

Ásmund Skomedal, Halvard Haug, and Erik Stensrud Marstein

Abstract—As the deployment rate of PV power plants continues to soar, the need for robust, scalable methods for performance analytics increases. In this paper, we demonstrate the usefulness of one approach for quantifying soiling rates in utility-scale PV power plants endogenously, i.e., directly from the production data. The temperature corrected performance ratio, normalized to a clean state, is used to derive the soiling ratio (SR). Cleaning events, caused by either rain or manual cleaning, are automatically detected by positive shifts in the running median of the SR time series. Soiling rates are then estimated by the rate of change of the SR between the cleaning events, which is determined by linear regression. The method is validated on data from three utility-scale PV power plants in the Middle East, yielding soiling rates that are in the range 0%–0.18%/day at least 50% of the time, with a median of 0.1%/day.

Index Terms—Data analysis, monitoring, PV systems, regression analysis, solar power generation, time series analysis.

I. INTRODUCTION

The global production capacity of PV power plants installed in 2017 alone was 98 GWp [1]. This amounted to a growth of about 32% in the global capacity. Growth rates of this magnitude have been observed consistently the past decade, and this trend is expected to continue in years to come [2]. Most of the PV power built in 2017 was implemented in utility-scale PV power plants, where the need for operation and maintenance (O&M) efforts is significant [3]. The parallel development of data science and artificial intelligence has made it natural for stakeholders to work toward data enhanced monitoring solutions. Such “smart” monitoring solutions may increase the performance of the power plants as well as decrease the need for personnel and available spare parts [4].

One topic that has received increasing attention in the PV community in recent years is soiling. The severity of soiling varies from area to area, with some locations having a reported soiling rate of either 0.4%/day or more [5]. If the array is cleaned every 30 days, a constant soiling rate of 0.4%/day amounts to a 12% power loss at the end of the soiling period, and on average a 6% production loss over time. In areas with high soiling rates, cleaning of the PV arrays is one of the main tasks of the O&M team, and in order to optimize the cleaning schedule, quantification of the soiling loss is of high importance. Accurate measurements at a given location, however, require a dedicated soiling measurement station, which might not always be available [5]. Furthermore, the severity of the soiling may vary throughout a PV power plant because of several factors, including topography, location within the PV plant, and either exposure to roads or open areas. A soiling station only measures the soiling at the particular location where it is located. Varying soiling throughout the plant will lead to varying losses in the performance. This raises the question of whether it is possible to estimate the soiling ratio (SR) directly from the production data, i.e., endogenously.

In this paper, we utilize and further develop a previously suggested method for endogenous quantification of the SR and automatic detection of cleaning events. All the quantities needed to do the calculation are already measured within the standard monitoring system of the PV plant, and no extra instrumentation, such as a dedicated soiling station, is required. Another advantage of this method is that the SR is derived from the power output of the PV array. In the end, the main relevance of measuring the soiling levels is to assess the power loss. A nonuniform soiling pattern may lead to a nonlinear relationship between the short-circuit current and the power output [6]. Furthermore, the reduction in transmission due to soiling tends to be stronger at short wavelengths, which causes a nonlinear relationship between the transmission loss and the power loss [7]. It, therefore, makes more sense to derive the SR from the power output than, for instance, either a measure of the transmission or the short-circuit current.

Various endogenous methods for estimating the SR (or analogous quantities) have been suggested previously [6], [8]–[10]. In particular, this paper builds on the work of Deceglie et al. [8], [9], who developed the stochastic rate and recovery (SRR) method. The SRR method, in addition to estimating the
soiling loss directly from PV production data, automatically detects soiling intervals, finds the soiling rate in these periods, and stochastically generates possible soiling profiles for the PV system in question. With the exception of generating new soiling profiles, this paper aims at improving the method proposed in [8] and [9], demonstrating the viability of using it in the monitoring of utility-scale PV power plants.

II. THEORY AND METHOD

The corrected performance ratio (CPR) is a measure of the performance of a PV array over a period, corrected for irradiation and temperature [11]. It is defined as

\[
\text{CPR} = \frac{E_{\text{DC}} / P_{\text{STC}}}{G_{\text{POA}} / 1000 \text{ W/m}^2} \cdot \frac{1}{1 + \gamma (T_{\text{mod}} - 25 \degree C)}
\]

where \(E_{\text{DC}}\) is the dc energy output of the array over a given period, \(P_{\text{STC}}\) is the nominal power rating of the array at standard testing conditions, \(G_{\text{POA}}\) is the incident irradiation energy in the plane of the array in the given period, \(\gamma\) is the temperature coefficient of the array (a negative number), and \(T_{\text{mod}}\) is the module temperature in degrees Celcius. In this paper, daily values of the CPR have been used.

The CPR changes over time. In the long term, we expect it to slowly reduce because of degradation in the system components. In the short term, however, there are various elements that may cause changes in the CPR. If there is no hard shading, no low incident angle effects, no low light effects, and no faults in the system, we may assume that soiling is the most important factor for the daily changes in the CPR. In this sense, we may treat the CPR as a measure of soiling.

Of course, the assumption of no hard shading, no low angle effects, no low light conditions, and no faults does not always hold in reality. One strategy to deal with this is to treat all phenomena not related to irradiance, temperature, and soiling as noise, and to filter the data robustly for noise before they are used. Invalid data values due to loss of communication in the monitoring system must also be handled by filtering. It may be argued that, in this context, filtering and noise handling is more important than the actual metric used for estimating the SR.

One very useful concept when discussing noise levels is the signal-to-noise ratio (SNR), which for stochastic variables is defined as

\[
\text{SNR} = \frac{E(S^2)}{\sigma_N^2}
\]

where \(E(S^2)\) is the expected value (mean) of the square of the signal \(S\), and \(\sigma_N^2\) is the variance of the noise, which itself has a mean value of zero. Here we choose to define the noise as the deviation of each point from the running median. The following strategies for noise removal have been optimized with the criteria of maximizing the SNR of the CPR.

First, knowing that soiling can only decrease the CPR and never reduce the production below a certain minimum level, we keep only CPR values that fulfill the following condition:

\[
\text{CPR}_{\text{max}} > \text{CPR} > \text{CPR}_{\text{min}}
\]

where \(\text{CPR}_{\text{max}}\) and \(\text{CPR}_{\text{min}}\) must be determined from the data. Furthermore, sudden shifts in the CPR time series larger than a certain threshold, followed by a recovery of the CPR, are assumed to be outliers, and subsequently removed. In this case, the threshold is the standard deviation in the noise \(\sigma_N\) so that the algorithm adapts to the noise level. The algorithm for doing this is as follows:

1. IF \((\text{CPR}(t) - \text{CPR}(t - 1) > \sigma_N \text{ AND } \text{CPR}(t + 1) - \text{CPR}(t) < \sigma_N)\)
2. OR \((\text{CPR}(t) - \text{CPR}(t - 1) < \sigma_N \text{ AND } \text{CPR}(t + 1) - \text{CPR}(t) > \sigma_N)\)

THEN Remove CPR(t).

When calculating daily values of the CPR, instead of using one aggregate value for each day, the CPR has been calculated for 10-min periods in the 4 h around solar noon. The median value of CPR during these hours is chosen as the daily CPR. Strictly speaking, by doing this, we are not using the conventional definition of CPR, as defined by (1). However, there are good reasons for this choice: Calculating the CPR for each 10-min period is to correctly account for the effect of the temperature; using only the 4 h around solar noon limits the high uncertainty in the power measurements at low light conditions, low incident angle effects in morning and afternoon, as well as the fact that the SNR necessarily is lower when the signal is lower; finally, using the median, as opposed to the mean, gives robustness to outliers.

An array consists of a number of strings, and the power of each array is fed into an inverter. The energy may be calculated as the sum of all string currents \(I_t\) multiplied by the voltage over the array \(V_{array}\) and the time period \(\Delta t\), i.e.,

\[
E_{DC} = \sum_{i=1}^{N} I_i \cdot V_{array} \cdot \Delta t
\]

where \(N\) is the number of strings. If one of the strings has a fault, it will affect \(E_{DC}\). To avoid this, we use the median energy

\[
E_{DC}^m = N \cdot I_{\text{median}} \cdot V_{array} \cdot \Delta t
\]

where \(I_{\text{median}}\) is the median current of the strings. In this paper, \(E_{DC}\) is used in (1) instead of \(E_{DC}^m\). In this case, \(V_{array}\) is measured by the inverters, which are usually designed to measure current and voltage with a high internal stability, albeit with a low absolute accuracy. The uncertainty in the absolute value of \(V_{array}\), however, does not affect the uncertainty of the SR due to the normalization that is described in the next step.

In order to estimate the SR of an array, a “clean state” of the array has to be identified. We define the “clean state” as the 95th percentile of the CPR time series, denoted by \(\text{CPR}_0\). We may then estimate the SR by

\[
\text{SR} \approx \frac{\text{CPR}(t)}{\text{CPR}_0}
\]

where \(t\) is time. It must be noted, though, that the exact value of \(\text{CPR}_0\) cannot be induced from the time series.
because of degradation, either changes in the environment or changes in the PV system, the CPR₀ may change with time. In fact, the choice of CPR₀ is the largest source of systematic error in the estimation of the SR, contributing to an absolute uncertainty of at least 5%. A true estimate of the uncertainty cannot be determined without an accurate measure of the SR.

A cleaning detection algorithm was written following the method suggested by Deceglie in [8]. First, the running median of the daily SR(𝑡) is found. Deceglie recommends a 14-day window for the running median. In the dataset used in this paper, however, it was found that eight days was a more suitable window length. The reason for this may be a higher frequency of cleaning. The optimum window length may change from dataset to dataset.

The change in the running median from day to day is denoted by ΔSR(𝑡), and any positive value of ΔSR(𝑡) above a certain threshold is identified as a cleaning event. In [8], a recommended threshold of 𝑄_3 + 1.5 · IQR is given, where 𝑄_i is the ith quartile of |SRΔ(𝑡)|, and IQR = 𝑄_3 − 𝑄_1 is the interquartile range. This threshold adapts to the noise level. However, because of high noise levels in the data used in this paper, it was necessary to adjust the threshold to a lower value. The optimal threshold was found to be a · (𝑄_3 + IQR), where a = 0.8 in sites 1 and 3, and a = 0.7 in site 2. Since, for different reasons, the SNR sometimes varies with time, an attempt at adjusting the threshold to the SNR as it varies with time was also made. To do this, a running calculation of the SNR over a window of 30 days was made, and the threshold was adapted to this level. However, this was not found to increase the accuracy of the inference of cleaning events.

We define the soiling rate (not to be confused with the SR) as the rate of change in the SR, denoted by lower case sr. Between each cleaning event, a least squares fit was made on the daily values of the SR. The slope of the fitted line was taken to be the soiling rate, the uncertainty given by the square root of the corresponding diagonal element of the covariance matrix of the least squares fit.

The production data used in this paper comes from three utility-scale PV plants in a desert area in the Middle East, with an accumulated capacity of nearly 50 MWp. The three sites have an O&M team that does manual cleaning of the arrays at regular intervals. The pyranometers will normally be cleaned every third day although some irregularities in this routine have been observed. The module cleaning is done subarray by subarray, that is; all modules connected together in one subarray are cleaned at a time. The identification of cleaning events has been compared with a cleaning log, which has been made available from November 2017 onward.

III. RESULTS AND DISCUSSION

In Fig. 1, a time series of the SR at one of the sites is shown. The method developed in this paper only works if the magnitude of the change in SR due to cleaning is significantly larger than the noise in the dataset. If this is the case, it should be possible to identify periods with a gradual decrease in the SR with time, which is caused by soiling, followed by sudden positive shifts, which is caused by cleaning. This is clearly the case in Fig. 1. Furthermore, it can be seen that the different arrays have been cleaned at different times. Of course, this is an extraordinary example, where the arrays were left uncleaned for an unusually long period. For other periods in the time series, the SNR is much lower, and sometimes it is too low for the cleaning detection algorithm to work.

Fig. 2 shows the daily SR of an inverter at site 1, along with inferred cleaning events, the rolling median of the SR,
logged cleaning events, and soiling rate regression lines. This figure effectively illustrates the method used in this paper. In Fig. 2(a), it is shown how the cleaning detection algorithm marks significant positive shifts in the running median as cleaning events. As can be seen in Fig. 2(b), there are both false positives (the algorithm detects a cleaning event even though no manual cleaning has been logged) and false negatives (the algorithm does not detect a cleaning event, even though manual cleaning has been performed). A false positive may be due to either rainfall or wind, in which case the term “false” is misleading. A false negative may come about if the positive change in SR is too small relative to the noise in the data, which underlines a weakness in the algorithm previously mentioned; namely, it is very sensitive to the noise level. Fig. 2(c) shows a linear least-squares fit to the daily SR between each inferred cleaning event. The slope of this regression line is taken as the soiling rate for that period.

Fig. 3 shows the daily SR of an inverter at site 1 in a period where there was no logging of manual cleaning, but when there was rain. It is clear that the cleaning detection algorithm is also able to detect cleaning by rain. In this case, too, there are “false positives” and “false negatives.” Of course, these may be attributed to (not logged) manual cleaning and inefficient cleaning by rain respectively. In this case, it seems that a maximum rain intensity of about 5 mm/h is necessary, but not sufficient, for effectively cleaning an array.

In Fig. 4, the SR at each of the three sites is shown as a function of time. The median of the SR is 96.3%, 95.4%, and 94.1% for the three sites respectively. The shaded regions in the graphs span the minimum and the maximum SR of the arrays at each site, and as such shows the variation in SR between the arrays. Some periods have SR > 100%. Of course, this is a necessary result of choosing CPR_0 as the 95th percentile of CPR(t). Still, the times where SR > 100% can be ascribed to pyranometers that have not been consistently cleaned, since an unclean pyranometer causes the calculated CPR value to be higher than it would otherwise have been. In addition, the SR going down in discrete steps, rather than gradually, can most likely be related to a pyranometer that has been left to soil together with the system.
(leaving the CPR constant). When the pyranometer is cleaned, there is a sudden drop in the CPR, causing the stair-like shape in the SR time series. There are also periods when the SR does not reach 100%, even after cleaning. This may either be due to imperfect cleaning, or it may be due to effects that are not adequately accounted for by the algorithm. Two candidates for this effect are module degradation and wrong temperature coefficients. As mentioned above, module degradation is expected to slowly reduce the CPR over time. This has not been accounted for since we expect the magnitude of this effect to be much smaller than the uncertainty of the SR. On the other hand, there is a high uncertainty in the estimate of the temperature coefficients. These have been derived from the slope of $PR(T_{mod})$, where $PR$ is the performance ratio.

The abnormally low SR in December 2016 and January 2017 at sites 2 and 3 may be ascribed to a dust storm and a subsequent lack of immediate cleaning.

The soiling rate, given in $\%$/day, is presented in Fig. 5 for each of the three sites. The median soiling rate fluctuates between 0 and 0.3$\%$/day through the period for all the sites, with a few notable exceptions. The high soiling rates at sites 2 and 3 in December and January 2017 may again be ascribed to a dust storm. The spread in soiling rates between the arrays within the different sites is visualized by the shaded regions, which lie between the maximum and the minimum values. The fact that the soiling rates are piecewise constant is because of the method used for extracting the soiling rates; for each soiling interval and each array, a constant soiling rate is derived based on the linear regression of the SR. Since these soiling rates are piecewise constant, the median of these is also piecewise constant. It is interesting to note that no seasonal trend can be seen in Fig. 5. The frequency of cleaning was increased in sites 1 and 2 from January 2018. In effect, the average value of the SR after January 2018 is higher, causing the SNR to be lower. This makes the cleaning detection algorithm less effective, and fewer of the actual cleaning events are detected. This, in turn, leads to a systematic error, in that the derived soiling rates are systematically lower than the true soiling rates in this period. This probably explains the relatively low soiling rates in site 1 and 2 in the period after January 2018.

The variation in the soiling rates from array to array within each site is illustrated in Fig. 6. As can be seen, the median soiling rate, represented by the horizontal line in each box, varies within and between the sites but is consistently between $-0.05\%$/day and $-0.16\%$/day. The edges of the boxes mark the first and third quartiles. Note that the standard deviation in the SR is lowest in site 1, twice as high in site 3, and highest in site 2. There is also a lower consistency in the position of the first and third quartiles and the minimum and maximum soiling rates in site 2. In other words, there seems to be a larger variation in the soiling rates derived for site 2 than for sites 1 and 3. This can be ascribed to various problems with the input data. As has been discussed above, the CPR is not a direct measure of soiling. Instead, it is derived from the dc power at each inverter, as well as the irradiance and module temperature. This means that it is affected by a whole range of phenomena other than soiling, e.g., module faults, disconnected temperature sensors, soiling of the pyranometers, tracker faults, and all other faults on the dc side of the inverters. This is in part controlled by filtering the data before calculating the SR. However, the challenge is to make an algorithm that filters away all unwanted conditions. Unfortunately, this is not always possible. As a consequence, if there are too many system faults (including communication loss in the monitoring system) on the dc side of the inverters, the method described in this paper might yield inconsistent results, as it does at site 2. In other words, we do not think the variation
between the arrays in site 2 reflects reality. Instead, we believe that it is a consequence of the inability of the algorithm to adequately filter the data. Thus, we have a higher confidence in the results from sites 1 and 3 than from site 2.

IV. CONCLUSION

The endogenous method described in this paper allows the estimation of the SR on an array to array basis in a PV plant without the need for dedicated soiling stations. The algorithm is shown to be able to automatically detect cleaning events although there are both false positives and false negatives. This is because the algorithm is only able to detect cleaning events that cause changes in SR larger than the noise level of the dataset, and not all cleaning events fulfill this requirement. Furthermore, this paper demonstrates a way of estimating the soiling rates from the SR data. The accuracy of the estimate, however, is largely dependent on the noise level in the input data, as well as the accuracy of the power/energy measurements. In the case considered in this paper, sites 1 and 3 had much less noise than site 2, which leads to a larger confidence in the soiling rates derived for these sites. Judging from these data, the median soiling rate at sites 1 and 3 is 0.1%/day.

The method and data filtering algorithms used in this paper show a way of quantifying soiling rates without the need for costly instrumentation. It makes it possible to quantify the power loss because of soiling at any given time, at any given part of a PV plant. This is a general, cheap, and simple alternative to installing a dedicated soiling station and may be a valid alternative for many PV systems.

REFERENCES